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Abstract—On 20 February 2010, landslides in Madeira Island
caused 42 deaths and injured 100 people. This natural hazard
occurs every year with a high frequency. The goal of this
thesis is to perform semantic segmentation on the landslides
with machine learning techniques, distinguishing its two main
constituting areas (source and transport). We introduced various
deep learning techniques for this type of problem, comparing
the results from previous works. We used convolutional neural
networks, being the U-Net with the ResNet the main one, and
less common techniques were also explored, such as generative
adversarial networks. As expected, using Deep learning leads to
better predictions, compared to previous results, with a gain of
around 12% in the mean IoU of the classes.

This work allowed for an automatic classification of the
landslides in Madeira Island from the same year to be executed
in few seconds, in a more precise way. However, further studies
are needed, in order for the model to be able to classify new
events, using only data from previous years

Index Terms—Landslides, Remote sensing, Machine learning,
Deep learning, Convolutional neural networks

I. INTRODUCTION

MADEIRA is a Portuguese island that, every year, is
subjected to many landslides, due to heavy rainfall.

Like on 20 February 2010, they were responsible for taking
42 lives and injuring 100 people. This natural hazard can have
devastating consequences, killing thousands of people, leading
to an economic decline, with costs of billions of euros each
year, and the damage of urban and natural areas.

There has been an ascension on the quality of the satellite
imagery, thanks to the technological growth. Nowadays, we
have easy access to Very high resolution (VHR) images, with
a resolution in the order of the centimeters. The VHR remote
sensing imagery has allowed for a much better discernment of
details that, before, could not be perceived.

Landslides are usually good predictors of future similar
occurrences, since the places where these events happened
have a higher chance of being subjected to a similar hazard.
Therefore, this abundance of remote sensing imagery can be
a very important tool to help to fight this problem.

With this thesis, our goal is to build a classifier able to au-
tomatically detect the landslides, and be able to distinguish its
main constituting parts: the source and transport areas. More
specifically, we intend to perform semantic segmentation on
3 classes: source, transport and background (which represents
all the area that does not belong to the landslide). Semantic
segmentation can be defined as the classification of each pixel
in an image, as presented in figure 1.

Fig. 1: Image with the ground truth of the 2 classes of the
landslide (source in red and transport in orange)

Several efforts have been made for semantic segmentation,
in the past decades. Starting with thresholding techniques,
which only consider objects within a certain range of in-
tensities in a grayscale image [2] . Edgebased methods that
try to find abrupt changes of intensity, by using filters like
Canny [3] or Sobel [4] and delimit the area with the detected
edges. Or classifiers that find regions based through clustering
[5] or shape analysis. All the approaches suffer from a lack
of robustness to light variance, for example. Later, more
successful approaches appeared, where they first extract hand-
crafted features, usually using filter banks like the HOG [6] or
using for example SIFT. Then, in the second step, the features
extracted can be classified with TextonBoost [7] , Random
Forests [8] , Support Vector Machines (SVM) [9] , Conditional
Random Fields (CRF) or another classifier. However, the
problem with hand-crafted features requires a higher level of
expertise and a lot of fine-tuning for specific problems.

Very recently, the appearance of deep learning has rev-
olutionized the results in semantic segmentation, by using
Convolutional Neural Networks (CNN) [10]. This machine
learning technique is able to surpass the limitations of the
traditional techniques described above, and has achieved state-
of-the-art results in many fields. For this reason, we consider
the use of this type of techniques to be appropriate for the
task at hand.
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II. METHODS

A. Datasets

We have available on ArcGIS satellite images of Madeira
Island obtained in a period of 10 years (from 2003 to 2013)
by three different satellites: QuickBird, Geo-Eye-1 and World-
View2, where most of them contain the ground truth. They
have 4 multispectral bands: R, G, B, NIR (Near infrared)
with a resolution of 2.0-4.0 m/pixel; and a panchromatic band
(PAN) with a resolution of 0.5-1.0 m/pixel. Additionally, an
index called NDVI (Normalized Difference Vegetation Index)
can be created artificially. All the used data is pan-sharped,
where the PAN band is fused with the other bands, making
them of the same resolution as the PAN band.

In this work we use a total of 3 different datasets.
1) Small Dataset: This one contains 2 images with the

dimensions 739 × 1282 and 999 × 947. So, the first image
is used as the train set, with approximately 25% being for
validation, and the second image is attributed to the test set.

This initial set has the goal of checking whether or not, deep
learning can be viable for this problem, as well as to allow the
use of many techniques in a small scale, since it runs much
faster than with a bigger dataset.

2) Complete Dataset: We extracted images from ArcGIS
from the years of 2003, 2005, 2006 and 2010, with dimensions
close to 1000 × 1000, as seen in table I. However, in the
majority of the tests, we only use the ones from 2010, with
an image for the validation with the size 3221 × 1429 and
1720× 3817 for the test.

TABLE I: Complete dataset information

year images satellite resolution ( m
pixel

) depth (bits)
2003 25 QuickBird 0.5 11
2005 15 QuickBird 0.5 11
2006 4 QuickBird 0.5 11
2010 49 GeoEye 0.6 8

3) Comparison Dataset: To check how viable our deep
learning techniques are applied to this problem, we use the
same dataset as in [1], and compare it to our method. This
dataset is made of 3 images of sizes 1700×726, 1336×1583
and 1648× 739.

B. Network Architecture

The U-Net is used in this problem. We choose this archi-
tecture, because of its state-of-the-art results in semantic seg-
mentation, and its success in the area of satellite imagery, used
in many works and obtaining the first positions in the Kaggle
competitions. However, the encoder chosen, is not always the
same. Depending on the dataset, we use different architectures,
reason being that some networks are more appropriate for a
specific data size.

For the first and third datasets, since the data is very
reduced, containing only 2 and 3 images, we make a custom
VGG as the encoder. For the biggest dataset (the second one),
we use a ResNet.

Regardless on the architecture, we use batch normalization
after each convolutional layer and a dropout at the end.

C. Patching

The images have dimensions in the order of 1000 × 1000,
which is too big to be used directly in the network. Therefore,
they must be chopped into smaller windows with a fixed size,
called patches.

This must be done both for the training, as well as for the
predictions.

1) Training: We used two different strategies to implement
the patches in the training.

a) pre-processing: In the first one, we chop the whole
image into smaller pieces (with a fixed size), as pre-processing.
And then use all of them to train the model.

b) pseudo-random cropping: In the second strategy, the
patches are created during the data augmentation. So, for each
iteration, we perform data augmentations on a full image,
and then select pseudo-random crops. Since our dataset is
imbalanced, with a majority in the background class, we force
the crops to contain a landslide. This forcing happens with a
probability p, so that it still has cases where there is only
background.

2) Prediction stitching: When predicting for a complete
image, one must stitch together the patches coming out of
the network. One simple strategy for this stitching would be
to simply put them side-by-side. However, this is not ideal,
because the prediction on the borders of the image are usually
worse.

We use overlapping tiles, instead. The overlapping area
will by calculated using a weighted average, from the shared
patches. And the weights are determined according to the
distance of the pixel to the center of its crop, using a gaussian
function. So, each pixel will have its own weight, and the
closer ones to the center will contribute the most.

D. Normalization

Normalizing the input data is critical for neural networks.
In this work, we test 3 different types:

1) Min-max: This scales the image from 0 to 1, so that
when it reaches the maximum it has a 1, and 0 for the
minimum, and is represented by

x−minx

maxx−minx
. (1)

2) Clipping: We created this normalization because most
of the values on our images had values bellow 50. So, with
the min-max, the distribution was mainly concentrated in the
lower values.

The idea is to stretch the data, by multiplying it by a
constant c > 1, and then clipping it between 0 and 255, and
divide it by 255. Forcing the result to be in the range 0-1, while
having a more stretched and evenly distributed data, with

clip(c · x, 0, 255)
255

. (2)

3) Standardization: This normalization has also the aim of
adapting to the data distribution. But it does it automatically
(contrarily to the clipping stretch), and has a zero mean and
also negative values from −∞ to +∞.
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It is calculated with

x− µ
σ

, (3)

for each image channel.

E. Loss Functions

The usual loss function for semantic segmentation with
more than 2 classes, is the categorical cross entropy. For this
reason, we implement it.

The data used contains imbalance, with the transport class
being 4 times bigger than the source. As well as the back-
ground, that occupies the majority of the image. Therefore we
implement a version of the cross entropy, called weighted cross
entropy. This allows us to choose the strength of each class,
by controlling the weights, thus reducing the class imbalance.

F. Contextual Pyramid Module

Similarly to [11] and [12], we add a pyramid module to the
network. We make a custom version, as represented in figure
2.

Fig. 2: Contextual module used at the end of the U-Net

Contrarily to [12], we add it at the end of the U-Net, right
after its upsampling. This technique is only applied on the
complete dataset, since there is not much data in the smaller
datasets, which can lead to overfit.

G. GAN

Generative Adversarial Network (GAN) is a technique
firstly introduced in 2014 in [13]. That since its release, has
achieved state-of-the-art results in various generative tasks,
like on the generation of hand-written digits, human faces and
other countless examples.

The idea is to use 2 networks, the generator, G, and the
discriminator, D. The generator is used to generate data from
noise, z. The discriminator classifies whether its input is real
or not. Both networks will be trained by turns, starting with
the discriminator learning to discern the real and fake data.
Then the generator, learns to produce data, trying to fool the
discriminator as much as possible. In theory, they will become
better with time at their own task.

The motivation to apply this method to semantic segmenta-
tion, lies in the fact that it allows the detection of higher-order
inconsistencies on the heatmap, produced by the U-Net.

Fig. 3: Input used for the discriminator in the GAN

The original GAN uses unsupervised learning, however for
our case, we want to do some changes in order for it to become
supervised.

First and foremost, the input of the generator must be
a satellite image, intead of noise z. And the output is the
heatmap produced from it. For the discriminator, we do not
use the result of the generator directly as input. The rationally
behind it, is because the discriminator can easily learn what
belongs to the ground truth, by simply checking if the values
are discrete (0 or 1). So, we implement a strategy used in [14],
which multiplies the feature maps by the satellite images, and
only then, it is used as the input for the discriminator, as it
can be observed in figure 3.

To train a GAN, we follow the strategy in [14] of training
each network for a fixed number of steps, instead of alter-
nating for each iteration. First, a batch of real data, y, and
generated data, G(x), is produced, and then used to train the
discriminator with

− 1

N

N∑
i=1

[logD(y(i)) + log(1−D(G(x(i))))] . (4)

Then, the generator is trained, using

− 1

N

N∑
i=1

[Lseg(x
(i), y(i)) + λ logD(G(x(i)))] . (5)

This loss function, consists on 2 terms. The first is the loss
function used to evaluate the error of the feature map with the
ground truth (in our case, it is the cross entropy or the weighted
cross entropy). The second is where the Discriminator comes
into play, and is responsible for making the generator learn
the higher-order inconsistencies. So this can simply be seen
as an auxiliary regularizing term in the loss function.

In short, the whole thing can be described by algorithm 1.
1) Ways to improve the GAN training: The GAN has been

able to achieve state-of-the-art results in many generative
tasks. Nevertheless, they are still very difficult to train. The
main problems are the overpowering of one network over the
other, which will lead to bad solutions and instability. Or mode
collapse, which is a term used for when the weights of the
networks get stuck in a small region of the space for the
entirety of the training, producing repetitive outcomes.

Usually, the discriminator is the one that can dominate
the train more easily. Therefore, some measures are made
to reduce its power and better balance both networks. The
measures applied to the discriminator are to:

• Increase the dropout rate
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Algorithm 1 GAN for semantic segmentation

1: for total number of iterations do
2: for ND steps do
3: sample a batch of m ground-truth images:
{y(1), . . . , y(m)}

4: sample a batch of m satellite images:
{x(1), . . . , x(m)}

5: Update the Discriminator with gradient descent
using:

6: ∇wd
← − 1

m

∑m
i=1[logD(y(i)) + log(1 −

D(G(x(i))))]

7: end for
8: for NG steps do
9: sample a batch of m satellite images:
{x(1), . . . , x(m)}

10: Update the Discriminator with gradient descent
using:

11: ∇wd
← − 1

m

∑m
i=1[Lseg(x

(i), y(i)) +
λ logD(G(x(i)))]

12: end for
13: end for

• Decrease the learning rate
• Add noise to the labels: when training the discriminator,

instead of using a 0 as fake and 1 as real in the labels,
one can add random noise to it. For example, the fake
sample can have values between 0 and 0.2 and the real
ones between 0.8 and 1. In this way the discriminator
will not only just give discrete values, and instead will
outcome more fuzzy ones between 0 and 1.

• Randomly switch the labels: in order to make the
discriminator a bit more uncertain, one can also randomly
switch the labels (with a low probability, like 5%) i.e
turning the 0’s into 1’s and 1’s into 0’s.

Although these measures help to improve, for our problem,
they are not enough. So, we created additional policies.

a) Policy 1: Our first policy, has the goal of not allowing
one network to overpower the other, by stop training and
switching to the other network, when a certain threshold is
passed.

For this evaluation, we pass a batch of fake images by the
discriminator, with fd corresponding to the value of the mean
result obtained from it. So, when fd is close to 0, it means
that the discriminator is able to correctly identify the fake
samples. On the other hand, when fd is close to 1, it means
that it classifies the fake (generated) images as real, therefore
the generator has become good at fooling it.

The training of the discriminator will stop (and be switched
to the generator) when fd < thd, and the training of the
generator will stop when fd > thg . Where we use thd = 0.3
and thd = 0.7. This will force the discriminator to never be
too close to 0 (becoming too powerful) and for the generator
to only stop training when he has become good enough at
producing images that fool the discriminator.

b) Policy 2: The second policy, has the purpose of
helping the generator, when it gets stuck and cannot fool the

discriminator very well, i.e it has a low fd. Here, we simply
change the λ (from equation 5) to another value. In our case,
we choose the λ to switch between the values 0.1 and 0.5.

H. Ensemble Learning
Ensemble learning is a technique that aims to reduce the

variability on the prediction. This is done by combining many
models together, which will not only make the results more
stable to new unseen data, as well as improve the results, in
many cases.

It can be done by combining different models or by using
the same model but trained many times. In the end, the
predictions from all the models are averaged, for example.

I. CRF
As post-processing, we apply a fully connected conditional

random field, as done by [12]. This method has shown, in
almost every case, to improve the results.

The goal of this method is to minimize the energy function

E (x) =
∑
i

θi (xi) +
∑
ij

θij (xi, xj) . (6)

The first term is the unary cost, which are the values directly
used from the output of the CNN, and the second term is the
pairwise cost. The pairwise cost correlates 2 different pixels,
and uses its color intensity and distance to find similarities
and better improve the feature maps coming from the CNN.

J. Data Augmentation
We apply many data augmentations to our problem, since

the amount of data used is relatively low.
The data augmentations used are:
• Random Rotation: −30◦ to 30◦

• Random Zoom: 0.9 to 1.1
• Horizontal Flip: 50%
• Vertical Filp: 50%
• Fill Mode: Reflection
We also experiment using random channel shift as well as

random brightness, since we want our model to be robust to
light. However, it just worsens the results.

K. Test time augmentation
Test time augmentation (TTA) is a technique that also uses

image augmentation, however in this case, they are done on
the test images, in the prediction phase. The TTA is usually
applied for object classification, nevertheless we can adapt the
concept for semantic segmentation.

It consists in 4 steps:
1) Perform N different augmentations on a single image.
2) Predict the N transformed images.
3) Perform the inverse transformation on each of the re-

sulting heatmap prediction. This step is done in order
to align the results with the original image (in object
classification this step is not necessary).

4) Combine the N predictions, by averaging them.
This technique allows the model to classify the data from

different perspectives, which can increase the confidence of
the classification.
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L. Dropout

Dropout is a technique that, with a probability pdrop ran-
domly shuts down the outputs of the activation functions. It is
normally used in the last layers and its main goal is to avoid
the dependency of some weights over the others. The random
dropouts allow for new configurations to be explored, reducing
the overfitting.

This random shutdown is only used during the training. For
testing, all weights are used, but a multiplication by 1− pdrop
is applied, in order to account for the bias.

1) Spatial Dropout: Spatial dropout [16] is a special case
of the dropout. Instead of randomly shutting down weights,
entire feature maps are shut down. According to the author,
this works better for images, as their feature maps have a high
correlation. So, this dropout aims to reduce its dependency of
the feature maps.

III. RESULTS

A. Small Dataset

We start by testing deep learning methods on a very small
dataset, with only 2 images. Therefore, conventonal CNNs
cannot be used, since they would lead to overfitting. We used
a U-Net with a smaller version of the VGG, as the encoder,
which is described in Table II.

TABLE II: Small custom U-Net

Layer Name Kernel Size Kernel Number Remark
conv0 3× 3 5

max pooling0 2× 2 -
conv1 3× 3 10

max pooling1 2× 2 -
conv2 3× 3 20

max pooling2 2× 2 -
conv3 3× 3 40

max pooling3 2× 2 -
conv4 3× 3 80

upsampling0 - -

Encoder

conv5 3× 3 40
upsampling1 - -

conv6 3× 3 20
upsampling2 - -

conv7 3× 3 10
upsampling3 - -

conv8 3× 3 5
conv9 1× 1 3

Decoder

Data Augmentation: During training we perform the data
augmentation to the images, as described in II-J, and then the
image is pseudo-randomly cropped into smaller patches of size
112× 112. This has the goal of forcing the crop to contain an
area with a landslide, like it is explained in section II-C1b.

Optimization: The loss function is the cross entropy. And
the optimizer is an Adam [15] with lr = 0.01, β1 = 0.9,
β2 = 0.999, and a learning rate step decay that reduces it by
multiplying by 0.2, after a plateau of 5 epochs.

Pre-processing: As pre-processing, we do a clipping nor-
malization. This was used, since its application showed a great
improvement, over the min-max normalization, as presented in
Table III.

It is important to note that the reason for such a high mIoU,
comes from the fact that this was tested for only 2 classes (the
background (BG) and the landslide (LS)).

TABLE III: Comparison of using different normalizations as
pre-processing (min-max and our clipping normalization)

Normalization mIoU BG IoU LS IoU Acc
clipping 81.94 98.49 65.38 98.53

Min-Max 60.95 96.76 25.13 98.80

Post-processing: For the prediction of the test, we stitch the
test image patches. These crops are obtained with a sliding
window with an overlap of 25%. The patches with tiles in
common perform a weighted mean, where the weights are
generated by the distance from the center of the patch, using
a Gaussian function.

Results: We also add a GAN to the U-Net, and test it with
and without our policies, explained in section II-G1.

TABLE IV: Comparison with the policies that we introduced
to the GAN

Method mIoU BG IoU SO IoU TR IoU Acc
U-Net 72.29 97.06 52.36 67.44 96.54
GAN 70.32 96.71 50.08 64.17 96.33

GAN w/ policies 79.11 98.00 61.52 78.80 97.68

And the results in the test images, using the GAN with
policies, are shown in Fig. 4. With the prediction on the left
and the ground truth on the right.

Fig. 4: Results from using the GAN in the small dataset. The
left image contains the prediction, and the one on the right,
the ground truth.

As seen in Table IV, the GAN with the policies is able
to massively improve from the conventional U-Net, from a
mIoU = 72.29%, into a mIoU = 79.11%. On the other hand,
the normal GAN got worse results, even being surpassed by
the U-Net.

As said before, the GAN is not an easy technique to apply,
and did not show to always be reliable. Although our policies
allowed for a huge gain, we were not able to replicate this
values. Obtaining similar values to the U-Net, on the other
tries.

B. Complete Dataset

After some tests in the small dataset, we work with a bigger
one, extracted from ArcGIS. We will only show the results that
use images from 2010, exclusively. Reason being that we were
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not able to implement other years with success, and since the
year of 2010 contained the most landslides, we used it.

Once again, we apply the U-Net, but this time the encoder is
the ResNet34, since there is more data available. And as seen
in Table V, the ResNet18 and the ResNet50 under-perform.

TABLE V: Comparing the different ResNets, where ResNet34
achieves the best results.

Network mIoU BG IoU SO IoU TR IoU Acc CRF
ResNet18 68.38 98.71 44.35 62.09 98.36 69.14
ResNet34 68.53 98.69 43.53 63.35 98.34 69.23
ResNet50 67.42 98.66 42.15 61.43 98.29 67.96

Pre-processing: The Standardization is used to normalize
the data, which, from experimentation, we observed that it
worked better than our clipping normalization, as it can be
seen on Table VI.

TABLE VI: Comparing the use of Standardization and our
clipping normalization

Normalization mIoU BG IoU SO IoU TR IoU Acc
clipping 64.13 98.71 34.54 58.16 98.30

standardization 67.42 98.81 43.79 59.67 98.34

The original images are cut into smaller patches of size
224 × 224, and the pseudo-random cropping strategy is not
used. We noticed that using it decreased the mIoU by 1.67%
and increased the variability of the predictions, as it can be
observed by Table VII.

TABLE VII: Comparing the usage of random cropping and
not using it

Cropping mIoU BG IoU SO IoU TR IoU Acc CRF
X 68.57 98.68 47.42 59.60 98.38 68.87
- 70.24 98.79 47.96 63.98 98.45 70.56

Loss Function: This time, we use a weighted cross entropy,
with a set of weights of ws = 5, wt = 1, wb = 1, correspond-
ing to the source, transport and background, respectively. Its
usage showed to be successful avoiding the class imbalance,
and obtained an increase in the mIoU of 4.73%, compared to
the regular cross entropy, like it is represented in Table VIII.

TABLE VIII: Using the loss function of the cross entropy,
weighted and not weighted.

Loss mIoU BG IoU SO IoU TR IoU Acc
not weighted 58.81 97.97 34.85 43.62 97.65

weighted 63.54 98.38 39.50 52.74 98.14

Contextual Pyramid Module: We test the use of a contextual
Pyramid module after the U-Net, and build a custom on, as it
can be seen in Fig. 2.

Its use shows a slight gain, as seen in Table IX.
Ensemble: We implement an ensemble of different predic-

tion of the model, and compare the results using different
numbers of models, ranging from 1 to 4.

As seen in table X, it can be observed that using more
models in the ensemble, leads to a better prediction. We also
notice that using the fully connected CRF as post-processing
seems to always improve the results.

TABLE IX: Comparison on using a pyramid module an not
using it

Pyramid mIoU BG IoU SO IoU TR IoU Acc CRF
- 70.24 98.79 47.96 63.98 98.45 70.56
X 70.41 98.86 46.52 65.86 98.59 71.09

TABLE X: Results from using multiple ensembles combined
together. Here the first column, corresponds to the number of
models used

Models mIoU BG IoU SO IoU TR IoU Acc CRF
1 70.41 98.86 46.52 65.86 98.59 71.09
2 71.67 98.92 49.27 66.81 98.60 72.60
3 71.68 98.91 49.37 66.75 98.59 72.27
4 71.89 98.93 49.80 66.94 98.62 72.37

Some of the the prediction, from the ensemble containing
2 models, can be observed in Fig. 5.

Image Ground Truth Ensemble + CRF

Fig. 5: Landslide predictions and comparison with the ground
truth. The first column contains the original image, the second
column its ground truth, and the third column has the outputs
produced by the the ensemble of 2 networks with a CRF
applyed afterwards, as post-processing

Test time augmentation: In addition to the previous results,
we use test time augmentation (TTA), with a total of 5 random
transformations: horizontal flip, vertical flip, rotation, shear
transformation and brightness variation.

Using a total of 10 random augmentations and averaging
the predictions, we were able to improve the model with a
gain of 1.04% of mIoU, as seen in table XI.
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TABLE XI: Comparing the effects of using TTA to a model

TTA mIoU BG IoU SO IoU TR IoU Acc
- 70.41 98.86 46.52 65.86 98.59
X 71.45 98.90 48.56 66.93 98.61

C. Comparison with past results

We compared the results of our model with [1], in order
to check how well does deep learning apply to this problem.
Since this dataset is relatively small (with only 3 images) we
use a U-Net with a custom small CNN, based on the VGG
(described in Table II).

Pre-processing: Standardization is applied for the pre-
processing and the images are divided in patches of size
112× 112, with no overlap.

Post-processing: For the prediction of the test, we stitch
the the test image overlapping patches, with an overlap of
25%. The patches with tiles in common perform a weighted
mean, where the weights are generated by the distance from
the center of the patch, using a Gaussian function.

Afterwards, the CRF is used, in order to better improve the
results.

Evaluation: In [1] the results were evaluated using a k-fold
cross-validation, with 3 folds, corresponding to each image.
So, 1 image is used for testing and 2 for training.

In deep learning, it is also beneficial to use a validation set.
One could pick by hand a section of the training set to be
used as validation or even choose it randomly. Regardless, the
results when testing will depend on the validation set.

To better surpass this problem, we decided to divide the
training data in 5 folds. Then train it 5 times, but for each
time, a different fold would be used as validation. After it,
we do an ensemble using those 5 models to predict the test
image.

The complete training can be described by algorithm 2.

Algorithm 2 k-fold cross validation with ensemble training.
Default values k = 3, n = 5

1: for i = 1, . . . , k do
2: use image i as test
3: use the remaining k − 1 as train and validation
4: for j = 1, . . . , n do
5: use fold j as validation
6: use the remaining n− 1 fold as train
7: train CNN
8: l[j]← prediction(test)
9: end for

10: pred[i] ← mean(l)
11: end for

Results: Since there were a total of 5 tests for each of the
3 images, we get a total of 53 = 125 possible combinations
to evaluate using the k-fold cross validations. In addition, we
also used ensemble training, combining the 5 models, for each
test image.

Using a spacial dropout of 0.2, we were able to obtain a
mIoU = 67.02%, 12.08% higher than the one obtained in [1],

TABLE XII: Comparison of our deep learning method against
a texton method from [1]. We use the best results obtained
from the 125 cases in the K-fold cross-validation, as well as
the ensemble method. CRF is also tested, as post-processing

Method mIoU BG IoU SO IoU TR IoU Acc
Texton [1] 54.94 92.28 27.61 44.94 90.85

Best 66.53 93.33 47.62 58.64 92.95
Ensemble 64.17 92.39 46.69 53.44 92.27

Best + CRF 67.02 93.40 48.71 58.96 93.05
Ensemble + CRF 64.46 92.40 47.47 53.50 92.31

as it can be seen in table XII. This shows that using deep
learning to this problem is a viable solution.

Besides that, we also tested 2 other models, one with a
regular dropout = 0.2, and another with a spatial dropout = 0.1.
The results can be observed in Fig. 6. There we plot, not only
the best result and the ensemble, but also the worst result from
the 125 cases. Although the best results achieve a better mIoU
in 2 of the 3 tests, in a normal problem one would not know
which did the best, since the pick would be random. Thus
the result could range from 39.14% to 67.02%. Thankfully,
we can observe that using ensemble training always obtains
high values, close or even greater than the best from a single
model. This makes sense, since it reduces the variability.

Fig. 6: Graph containing the mIoU from 3 different tests
(dropout = 0.2, spatial dropout = 0.1 and spatial dropout =
0.2), with the worst and best result from the 125 cases, as well
as the results from ensemble training. All of this comparing
with a texton method, used in [1]

IV. CONCLUSIONS AND FUTURE WORK

A. Conclusions

The goal of this thesis was to implement machine learning
techniques on satellite images of Madeira Island and auto-
matically identify the landslides, using semantic segmentation.
Not only that, but to also distinguish 2 different classes that
constitute it: the source and the transport areas. Previous works
were made in this area, and our aim was to give continuity to
them and improve the results.

We decided to only apply deep learning techniques to
the problem. Something that, to our knowledge, had never
been done for landslides. All the previous works, took more
traditional approaches.
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The use of deep learning to the landslide problem proved to
be reliable, showing an improvement of 12.08% in the mean
intersection over union, compared to the previous work [1].
It was not obvious from the beginning if it would function
correctly, since neural networks are very data-hungry, and the
available dataset did not have big dimensions compared to
other works that used these techniques.

We started by using a very small dataset, containing only 2
images to check if CNNs were reliable for the problem, since
it allowed to perform tests much quicker. Then we moved on to
a bigger dataset, containing images of Madeira, from different
years. The images were in the program ArcGIS, so we had
extract them by hand, as well as their correspondent ground
truth.

The biggest contribution of this thesis, is the introduction
of deep learning to the problem, and the various methods that
were tested.

We demonstrate the importance of a proper pre-processing
normalization, by trying the min-max, a clipping normaliza-
tion developed by us, and the standardization. Our clipping
normalization was able to achieve better results than the min-
max. But the standardization worked the best, with an upgrade
of 3.29 % against the clipping normalization.

Since the images were too big, we had to crop them in
smaller patches. We tried 2 approaches: regular cropping, and
random cropping. The first, proved to work the best, increasing
the evaluation by 1.99%.

To deal with class imbalance, the loss function implemented
was the weighted cross entropy, which got the mean IoU
4.73% higher than using all the weights equal to 1.

We ventured on the usage of the GAN to better help to
detect higher-order inconsistencies. Despite its great results
in many other fields, it is a technique known to be hard to
train. So, a big effort was focused on them. We tried using
the conventional way of training a GAN, but it did not bring
a good outcome. Finally, we made changes to the traditional
GAN technique, by creating some policies that allowed for
it to finally function correctly. Thanks to it, it was able to
achieve the best results in the small dataset. With an average
IoU of 79.11%, which was much higher than the second best
result of 72.29%. Unfortunately, we could not implement this
method in a very reliable way, since most of the times the
results were similar to when we did not used a GAN. But we
believe that this technique has a lot of potential.

A successful approach we did was the use of a contextual
pyramid module, with dilated convolutions of different rates
in parallel. The improvement was small, but it achieved better
results with consistency and we believe that its architecture
can be improved.

Another very important method, was the use of ensemble
learning, which combined multiple models. This reduces the
variance and the ability to generalize for new images. It also
improves the results, observing an improvement of 1.48%.

This thesis is an important contribution for the semantic
segmentation of the landslides in Madeira Island. Since we
introduced the usage of Deep Learning and showed its reli-
ability for the problem in question. Various techniques were

experimented, with many of them adding improvements to the
overall model, and in the end making a big difference.

B. Future work

We consider that in future works, the main focus should go
into making the model viably to predict events of landslides
on different years, since that would have a far greater practical
usage. In our opinion, the main obstacle is the difference
from the images from different years, which happens due to
atmospheric effects. If one can relate them correctly, the results
may improve. Another way, would be to use more landslides
from different places, not only coming from Madeira, but also
from other regions of the world. Deep learning is very data-
hungry, and the more data and diversity it sees, the better it
functions.

It is also very possible to improve the model obtained in
this thesis. The various hyper-parameters can still be boosted,
with more tests, and other techniques demonstrated in here,
still have a lot of potential, specially the GAN.
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